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Background

* Motor neurone disease (MND) is rare and rapidly fatal, so patient
registries are small, highly sensitive, and hard to share, limiting data
for research, ML development, and clinical-trial design

1 MND Register
UK MIND Register with 10,940 patients, around 70 fields and updated until end of 2023

 Trials in MND are especially difficult: small eligible populations and
ethical concerns over placebo arms slow recruitment and inflate cost.
Realistic in-silico cohorts could ease both

2 Preprocessing

Raw data, lightly cleaned and cleaned

* We present SYN-MND, a framework for generating synthetic MND
patients with the longer-term goal of enabling disease-specific digital | | | | | |
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and power analysis, without exposing real patient data Finetuning: 4-bit QLORA (r=16, a=16)
Generation: batched 3 pts/prompt, temp 0.7, top-p 0.95, thinking traces stripped before JSON parsing

3 Generation

* Synthetic data can share register-like records without revealing real
individuals, but its quality, privacy, and fairness are rarely evaluated

systematically, and unvalidated synthetic cohorts could mislead any 4 Synthetic cohorts
downstream trial simulation 96 different datasets generated (4 strategies x 3 data versions x 10 models)
JSON output then schema-validated patient records

 Using the UK MND Register (~10,940 patients, 70 fields) as the real

reference, we ask: can finetuned/instructed LLMs faithfully c Evaluation & audit
reproduce its statistical structure while preserving privacy and Composite score: correlation (0.3) -- distributional fidelity/KS (0.3) -- privacy/NND (0.2) -- completeness
avoiding demographic bias, a prerequisite for trustworthy digital 0-2)

Clinical relevance: EHR Performance Score (EPS) — fully / partially / irrelevant (Huang et al. 2025)
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Fairness: chi-square goodness-of-fit -- SPD -- polarization analysis (bias vs. model size)

Discriminative: XGBoost + Random Forest classifiers -- KS -- chi-square -- MMD
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Discussion

* MedGemma-27B (finetuned few-shot) produces privacy-safe synthetic patients (no near-copies)

 Marginal distributions match in broad strokes (gender, diagnosis, survival) but under-represent variance, rare outcomes

* Correlation structure is largely preserved

 Few-shot prompting needs careful engineering: JSON parsing, anti-copy guards, and schema-aligned retraining matter as much as model size
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